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1. INTRODUCTION

We present in this report an initial view of how Biovista’s text mining and visualization tools can be further developed to meet the objectives of the knowledge discovery component of the ACGT toolkit.
This report is based on the findings and recommendations of the WP6 kick-off meeting in Madrid where it was found that due to “…the lack of detailed clinical scenarios to work with, it is proposed to conduct a “technology-push” rather than a “user-pull” approach in the course of the first months of WP6. …”

With the above in mind a description of the BEA technology is given according to the template agreed at the Madrid meeting.

The document concludes with a section on proposed scenaria using a literature based knowledge discovery approach. 

2. DESCRIPTION OF THE TOOLS TO BE INTEGRATED INTO ACGT
2.1 Overview of BEA

Biolab Experiment Assistant (BEA) is a literature-based environment that supports researchers in exploring problem areas of their choice, discovering hidden links and designing their experimental strategy. By integrating and cross-correlating a number of aspects of relevance to experiment design in a single environment, BEA provides multidimensional coverage of an area of interest and supports the user in designing their experimental strategy in a comprehensive manner.

The BEA environment consists of 4 elements, as shown in Figure 1: the BEA Application, BEA Documents, the BEA Reader and one or more BEA Exchange Servers.
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Figure 2.1: Architecture of the BEA Environment

· BEA Application: this is the main software module that contains the database of cross-correlated concepts (e.g. genes, pathways, experimental methods, reagents etc.) extracted from the scientific literature and allows the user to create BEA documents.

· BEA Documents: an exportable, interactive document that contains a variety of information capturing the work of a user during a session with BEA.

· BEA Reader: a stand-alone application that is a cut-down version of BEA and allows a third person to read and further annotate BEA Documents. 

· BEA Exchange Server: a web based server containing a database of BEA documents that users can upload, search and download as they wish. 

In the following we discuss the BEA tool in slightly more detail (see also BVA-ACGT-6-1v1).
BEA is a software system that supports researchers in knowledge discovery and early stage experiment strategy design. The heart of BEA is a database of concepts cross-correlated on the basis of their co-occurrence within the full text of scientific articles found in the top Science Citation Index biotech and medical journals. Currently BEA extracts and correlates concepts in over 20 classes including: genes, pathways, diseases, cell lines, organisms, experimental procedures, reagents, medical tests and adverse events. In addition to this, the BEA database contains all patents in the health-related categories of the USPTO.

BEA is built on the premise that by making the hidden links between disparate concepts easy to identify, scientific literature analysis can help researchers understand non-obvious interactions and relationships that can lead to better understanding of biological mechanisms, new hypotheses and more systematic drug design and development.

Given any one or combination of the above, BEA automatically extracts the correlations from the full text literature. BEA uses text mining, NLP technologies and ontologies combined with manual curation to automatically extract the data from over 80,000 full text articles of currently 20 of the top life science journals, over 16.5 million abstracts from Medline as well as over 200.000 life science related pated from the USPTO.
Uses of BEA

BEA will return all correlations extracted from its corpus. Below are some typical questions answered by BEA, beginning with the user need to design experiments around a particular gene.
I am interested in gene X:

· What cell lines are used to study gene X?

· What diseases and pathways correlate with this gene in model organism Y?

· Show me the experiments and reagents people used to work with gene X

· Given gene X and pathway Y, what experimental procedures have been done?

· Etc, using any of the parameters listed earlier.

BEA helps users:
· explore and understand a research area of interest to them

· perform a comprehensive browse-directed literature review – you explore networks of associations between multiple parameters (genes, pathways, diseases, experimental methods, reagents etc.) and relevant literature is collected for you automatically

· rapidly assemble an overview of a problem area covering research, people, method/reagent and intellectual property issues.

· annotate the knowledge space they have been exploring with free text notes which they can exchange with their collaborators

· review the abstracts of selected articles and highlight areas of interest (you can collect and organize relevant quotations)

· use findings from other researchers to get a quick start in their problem area

· collaborate with their colleagues

· find related work and avoid duplication, if they are a member of a large research team

Browse-directed search

One of the unique features of BEA is the introduction of browse-directed search. Browse-directed search has been developed with the unique needs of early stage research in mind, at the same time aiming to avoid some of the problems traditional search modes face.

While everybody agrees that search engines often return a lot of irrelevant results, not many consider the difficulty of the task these programs are required to perform. When seeking information we often supply a limited number of keywords and expect the engine to: 

· resolve any ambiguities in the terms we use (e.g. different word senses, synonyms etc.)

· guess the context and goal of our search

· correctly characterize the documents in its corpus, and finally 

· match our incompletely specified goals with available content preferably returning the results in some prioritized list.

Given this nebulous task, it is indeed a great achievement that many search engines perform as well as they do. Yet there is another way; Figure 2 presents the search task in terms of two axes: knowing and finding.
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Figure 2.2: Modes of searching

The grid defines four possible modes of search for content (e.g. scientific articles):

· M1 – I know what I want to find: this is the most common mode where we specify one or more concepts logically linked with Boolean operators

· M2 – I know what I don’t want to find: this is like M1 only now we also specify what results we want to exclude from what is returned

· M3 – I don’t know what I want to find: this is what we might call browse directed search where we follow a trail of related concepts and relevant content is gathered based on the browse trail we create

· M4 – I don’t know what I don’t want to find: this mode is nonsensical although it could be considered to include content that is ignored when in M3.

Most search engines operate in modes M1 and M2 and put the entire responsibility on the user to specify as exactly as possible the search parameters.  The problem with these modes is that firstly they make no use of the system’s knowledge of the search space and secondly they ‘punish’ the user who wants to find ‘what else is out there that I don’t know but might be relevant’.

Contrary to most existing search tools, BEA supports modes M3 and M4 and so is very well suited to knowledge discovery especially in domains such as the life sciences where researchers are under pressure to design cures for diseases when the underlying biological mechanisms are not well understood.
2.2 Input data (nature and format of the data)

BEA operates on a corpus of documents and using domain specific vocabularies allows the user to review and explore correlations between the terms of the vocabularies.
Queries are generated primarily via a graph-based interface and also via menu options. An API is also available for programmatically invoking queries.
The input data are of 2 types: documents and vocabularies

Documents are using the following formats:

· Medline Abstracts: XML

· Medline full text: HTML

· USPTO patents: HTML  

Other formats can be handled as required; however appropriate wrappers will have to be developed for them.

2.3 Output data (nature and format)

BEA output consists of results to queries that depending on the specific need are forwarded to different ‘output streams’ that include the visualization component, the BEA document, another BEA module or external file formats such as MS Excel and .TXT. In addition BEA uses its own CBF format in order to capture BEA user sessions.

Examples of output data include the following:

· Summary Statistics for a given concept: This is a table showing for a given concept how many concepts of specific classes it co-occurs with.
· Co-Occurrence: this is a table showing for any given pair of concepts the ‘strength’ of their correlation.

· Term Frequency Analysis (TFA): This table shows for a set of documents the frequency of occurrence of each concept and arranges the output by concept class.

· References: This is a list of document IDs showing for a given concept in which documents it appears.

2.4 List of interactions with other elements of the ACGT infrastructure

One of the objectives of ACGT is to provide an infrastructure through which available resources (such as a modified BEA for example) will be able to interact with each other in order to support a high level task of an end user.
At the present time a complete list of elements is not available and so it is not yet possible to list interactions. This will be done at a later stage and reported in a subsequent version of this report.

2.5 Minimal set of data needed for testing and testing strategy

BEA has been designed with large database requirements in mind. BEA’s database is presently according to one metric (number of rows) the 14th largest MySQL database (over 1.2 billion rows) in the world. As such it is capable of handling very large numbers of data (see section 2.1). 
The co-occurrence principle which is at the basis of BEA’s approach is at its core a statistical approach and so the larger the size of the corpus, the more valid BEA’s correlations are. However, from a processing point of view there is no minimum size that is required for the approach to be applicable. Any non-trivial corpus size can be processed using BEA’s tools and similarly any non-trivial vocabulary (>1000 terms per category with a minimal of 2 concept categories being required) is acceptable for testing purposes.
3. SCENARIOS

The BEA technology will form the basis of some of the knowledge discovery and text mining tools that will be made available to the ACGT infrastructure.
BEA’s approach is well suited to a literature based discovery methodology and already 4 scenaria have been proposed by Biovista. These have been reported in ACGT-TR-12.1-1-BVA-v1.

We reproduce here one of these for convenience and the interested reader is referred to the abovementioned Technical Report for information on the remaining scenaria.
	Title
	Literature-based qualification of Biomarkers

	Classification
	RB3

	Goal
	To identify possible biomarkers and find lateral applications for them

	Stakeholders
	Regulatory bodies, Sponsors

	Description

	To identify possible BMs these steps are followed:

1. Literature and CT records are used to construct a multi-level profile of a disease. This profile describes the disease in terms of related genes, biological processes, pathological conditions etc.

2. Various statistical and other analyses (e.g. regression, ontological etc) are used to identify groups of genes or other biologically relevant entities that could serve as BMs. For example genes are grouped according to their molecular functions they are known to be related to using the Gene Ontology (GO). Alternatively genes in the profile of the disease are selected for micro-array analysis.

3. A hypothesis is generated on the basis of these analyses and in vitro/vivo experiments are performed to confirm/refute this hypothesis.

Literature-based discovery techniques are used to identify lateral applications of existing BMs as follows:

1. A multi-dimensional profile of a BM is generated on the basis of all relevant literature.

2. Similar multi-dimensional profiles are generated for all (or a selection of) diseases.

3. The disease profiles are matched against the BM profile.

4. The closest matching profiles suggest diseases for which the selected BM could also be used.

	Resources
	· Literature

· Clinical trials records

· Disease and related ontologies

	Sponsor
	UNIVERSITY of SAARLAND ?


Table 3.1: Literature based KD scenario (reproduced from ACGT-TR-12.1-1-BVA-v1)
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